
Math Meets the Bookies:
or

How to win Football Pools



Football Pools

Given n games (matches) to be played by 2n teams, a forecast is 
an n-tuple consisting of a prediction for each of the n matches.

In a football pool, each player wagers on a forecast. The first place 
prize goes to anyone whose forecast matches the actual outcomes 
of the games (and is split amongst multiple winners). The second 
place prize goes to those who get only one game wrong (again, 
split amongst multiple winners). Third and fourth place prizes also 
exist. Generally, there are no prizes after the fourth.



Football Pools

As the only way to guarantee a 1st place is to bet on all possible 
forecasts, a more interesting question is:

What is the minimum number of bets 
needed to guarantee a 2nd place prize?



Football Pools
In the traditional literature, emphasis has been placed on games 
where there are 3 outcomes; home team wins, away team wins or a 
tie. (We see the European influence here, since football in Europe 
means soccer and ties are much more frequent in soccer games 
than in American football.)

We may increase the generality of the problem and consider k 
possible outcomes in a game (perhaps thinking of a horse race as a 
game.) The minimum number of forecasts for n matches with k 
outcomes per match, so that the actual outcome differs by no more 
than one match from some forecast of this set will be denoted by:    
                              

 σ(n,k)



Example
The Louisville senior boys soccer league has 6 teams. Every 
Saturday morning 3 matches are played. The teams are evenly 
balanced, any outcome in a game is possible.

Some of the parents have started a fusball pool. For a dollar, you 
bet on any forecast. The top prize is 50% of the money generated 
(about $20) and 2nd prize is 25%. The remainder of the cash is 
saved for an end of the season party.

There are 33 = 27 possible forecasts on any given Saturday. How 
would you play in this pool?

As σ(3,3) = 5, for a $5 investment you can be guaranteed a 
2nd place prize! 



A Graph Model
   We may consider a forecast as an (ordered) n-tuple with entries 
from the group Z

k
. We then define a graph as follows:

Let F be a graph whose vertices are the kn forecasts. Two vertices 
are adjacent iff the forecasts differ in exactly one position.

Recall that a Dominating Set in a graph G is a set of vertices of G 
such that every vertex of G is either in the set or is adjacent to an 
element of the set. The Domination number of G is the size of a 
minimal dominating set.

σ(n,k) is the domination number of our graph F.



A Graph Model
Each of the kn vertices has degree n(k-1), so any vertex dominates 
n(k-1) + 1 vertices (including itself). Thus, the absolute minimum 
number of vertices needed to dominate the graph can be calculated, 
and we have :

 n , k  ≥ ⌈ kn

nk−11
⌉ .

This is known as the Sphere Packing Bound (the name comes 
from a coding theoretic model of the problem) and if equality 
holds then the dominating set is said to be perfect.



Other Lower Bounds
In 1970, Rodemich, by carefully analyzing the overlaps of the 
closed neighborhoods of the vertices, was able to improve the 
sphere packing bound slightly when n ≤ k:

 n , k  ≥ ⌈ kn−1

n−1
⌉ when n≤k .

Rodemich Bound

In 1991, van Wee was also able to improve the sphere packing 
bound in a number of cases (but not all) when k ≤ n.



σ(3,3)
The graph F for our example is easily visualized as the 3-D cube 
graph with 27 vertices:

(not all edges are drawn ... all vertices on a line are 
joined to each other)



σ(3,3)
The example below shows that σ(3,3) ≤ 5. While the Rodemich 
bound gives σ(3,3) ≥ 5. So we have σ(3,3) = 5.

(not all edges are drawn ... all vertices on a line are 
joined to each other)



Exact Solutions

There are relatively few exact values known for σ(n,k).

In the last example we obtained an exact value because an upper 
bound and a lower bound agreed. Lower bounds are obtained by 
theoretical considerations, while upper bounds are given by 
examples. 

The lack of exact values is a reflection of the fact that very few 
good lower bounds are known – and this in turn is due to the 
complexity of the problem, making theoretical insights hard to 
come by.



Exact Solutions
Sphere Packing Bound – (Hamming Code solutions):
 It has been shown that the only perfect dominating sets for these 
graphs (i.e., when the sphere packing bound is met) must have that 
k is a power of a prime and n = (kr-1)/(k-1), and we obtain in these 
cases :

σ(n,k) = kn-r.

Rodemich Bound – Blokhuis-Lam solutions:
   In 1984 these authors gave a construction which meets the 
Rodemich bound, so if q is a prime power:

σ(q+1,qt) =qq-1tq.



Exact Solutions
It is easily seen that σ(2,k) = k and combinatorial considerations 
give the values of σ(3,k) = ½k2. 

The only other exact values that are known (except for k = 2) 
were obtained with great effort:

             σ(4,4) = 24          Stanton, Kalbfleisch & Horton (1969)

and

             σ(5,3) = 27          van Lint & Kamps (1967)



σ(2,k)
For this case the forecasts are ordered pairs of elements from Z

k
. 

The graph F can be viewed as a k × k grid of vertices, where each 
vertex is adjacent to every vertex in its row or column. (As usual 
we do not draw all the edges in this graph).
   For F = Z

4
2 we have:

(0,0) (1,0) (2,0) (3,0)

(0,1) (1,1) (2,1) (3,1)

(0,2) (1,2) (2,2) (3,2)

(0,3) (1,3) (2,3) (3,3)



σ(2,k)
If we chose one vertex from each row and column, or all the 
vertices from a row or all the vertices from a column, we will 
have a dominating set of size k.

(0,0) (1,0) (2,0) (3,0)

(0,1) (1,1) (2,1) (3,1)

(0,2) (1,2) (2,2) (3,2)

(0,3) (1,3) (2,3) (3,3)

(0,0) (1,0) (2,0) (3,0)

(0,1) (1,1) (2,1) (3,1)

(0,2) (1,2) (2,2) (3,2)

(0,3) (1,3) (2,3) (3,3)



σ(2,k)
On the other hand, if a dominating set had less than k vertices 
then some row would not have a member of the dominating set 
(since there are k rows) and some column would not have a 
member of the dominating set (ditto). The vertex at the 
intersection of this row and column will not be dominated ... so 
the set was not a dominating set to start with. This proves that the 
smallest dominating set must have size ≥ k. Together with the 
previous constructions we can conclude that 

σ(2,k) = k



Latin Squares

Some examples:

           a  b                   1  2  3                 0  1  2  3       0  1  2  3
           b a                    3  1  2                 3  0  1  2       1  0  3  2
                                    2  3  1                 2  3  0  1       2  3  0  1
                                                               1  2  3  0       3  2  1  0

        order 2                order 3                 order 4            order 4

An n × n array (matrix) whose entries consist of n symbols with 
the property that each symbol appears exactly once in each row 
and once in each column is called a Latin Square of order n. 



Latin Squares

Latin squares exist for every positive integer order. One can 
always form one by taking the first row of the square and 
cyclically shifting it to get each of the other rows as in the first 
three examples of the previous page (but not the fourth!). 

Squares formed this way are called cyclic Latin squares and if 
one uses the symbols {0,1,2,...,n-1} one can think of the cyclic 
Latin square as the addition table (without its borders) of the 
cyclic group Z

n
 under addition.



σ(3,k)
The graph F for this situation can be thought of as a k × k × k cube 
(in 3 dimensions). We will construct a dominating set for this 
graph by thinking of the cube as being divided into 8 pieces by 
three cutting planes. One corner of this cut will be an s × s × s 
subcube and the opposite corner will be a (k-s)× (k-s) × (k-s) 
subcube. We will only pick vertices in the dominating set out of 
these two subcubes.



σ(3,k)
We will select vertices in the subcubes to be in the dominating set 
in the following way (method the same for both subcubes, we'll 
only describe it for one of them):
   Pick a Latin square of order s (for the s×s×s subcube) whose 
symbols are {0,1,...,s-1}. Label the vertices in the subcube so that 
the bottom left hand vertex is assigned (0,0,0) using only the 
elements of Z

s
. If the element a

ij
 = k in the Latin square, then put 

the vertex (i,j,k) in the dominating set.  There will be s2 elements 
chosen for the dominating set in this way. Notice that all the 
vertices of the large cube which lie to the right, or behind or above 
this subcube are dominated by these choices. (To the left, or in 
front or below the other subcube).



σ(3,k)
Doing this to both subcubes gives a total of s2 + (k-s)2 vertices in 
the dominating set. We would like to chose s so that this is as 
small as possible. Using a little calculus to minimize this 
function, we get : if k is even, s = ½k and if k is odd, s = ½(k-1).   
    Thus the size of this dominating set is 
                          ¼k2 + ¼k2 = ½k2   if k is even
or
                    ¼(k-1)2 + ¼(k+1)2 = ½(k2 + 1)   if k is odd. 

    We can combine these results into one formula by using the 
ceiling function (rounding up).     

 3, k⌈ k 2

2
⌉ .



σ(3,k)
To prove equality we shall show that if fewer vertices are used, 
then some vertex in the graph is not dominated. 
     The vertices of the dominating set are labeled by triples with 
entries from Z

k
. Let a be an element of Z

k
 which occurs least 

often amongst these entries (in any position). Take the vertices 
of the dominating set and list them as H

i
(a

i
,b

i
,c

i
) where a

1
= a

2
 

= ... = a
α
 = a, but a

j
 ≠ a for j > α. Choose b ≠ b

i
 and c ≠ c

i
 for i = 

1, 2, ..., α. Note that the vertex (a,b,c) is not dominated by any 
H

i
 with i ≤ α. 

   Let r be the number of b
1
, b

2
, ..., b

α
 that are distinct. By our 

choice of a, each of these values occurs at least rα times, and 
rα – α of these will be as b

i
's with i > α. For these i's, (a,b,c) can 

not be dominated by an H
i
 either. 



σ(3,k)
    Now consider two cases. If k is even (= 2s) we will assume that 
the number of vertices in the dominating set is 2s2 – 1, while if k 
is odd (=2s+1) it is 2s2 + 2s.
    Suppose k is even. The average number of appearances of an 
element in the coordinates of the dominating set is (2s2 – 1)/2s < s 
and so, α ≤ s – 1. Since we have a dominating set, the vertex 
(a,b,c) must be dominated by one of the 2s2-1 – α – (rα – α) = 
2s2 – 1 – rα other vertices in the set.  However, b can be chosen in 
2s – r ways and c in at least 2s – α ways, thus
              (2s-r)(2s-α) ≤  2s2 – 1 – rα, or after rearranging, 
                        2(s-r)(s-α) ≤ -1.
But both factors on the left are positive, so this is impossible.



σ(3,k)
The argument for odd k is similar. The average number of 
appearances of a symbol is now (2s2+2s)/(2s+1) < s+1, so we 
have α ≤ s. If (a,b,c) is to be dominated we must now have
                (2s+1 -r)(2s+1 – α) ≤ 2s2 + 2s – rα.
This implies that
                 2(s-α)(s-(r-1)) ≤ r – α – 1, 
but this contradicts r ≤ α ≤ s. 

   So in either case there exists a vertex which is not dominated 
and we have

σ(3,k) = ½k2



Values of σ(n,k)
n\k  2     3        4       5          6          7 

2    2     3        4       5          6          7 

3    2     5        8      13         18         25

4    4     9       24a   45c-51a      72      112c–123a 

5    7    27b      64   157c-184a  324c-414a  601c-769a 

6   12  63e-73f  216–256   625         .          .

7   16  150n-186f    .       .     65+1–9x64      . 

8   32g 393m-486f    .       .         .          76 



Combinatorial Optimization
Upper bounds are determined by examples. In the past, these 
were mostly clever combinatorial constructions. Recently, 
combinatorial optimization techniques have been used to 
search for minimal examples. Simulated annealing has had some 
success, but recent evidence suggests that Tabu Search may be 
more effective in this type of problem.  

The Search Space consists of a number of configurations each 
of which has an associated cost. The objective is to find the 
configuration of minimal cost in the search space. To do this we 
must have a way of moving from one configuration to another, 
and in general, there should be several possible moves one can 
make. Different techniques control how these moves are made in 
different ways.



Simulated Annealing
    Simulated annealing is a search technique which mimics the 
physical process of annealing (very slow cooling from a high 
temperature) that is used to obtain metals (and other substances) 
with very fine crystalline structure. The theory behind the 
physical process is that at the high temperature the molecular 
mobility prevents the creation of coarse crystals and the slow 
cooling permits lower total energy states to be achieved.  

    There are several ways to implement a simulation of this 
process in a combinatorial search procedure. We will describe one 
way that has been useful in our setting. 
   



Simulated Annealing
The configuration will consist of a set of vertices of a fixed size. 
The configuration will not be a dominating set. The cost 
function is the number of vertices that are not dominated by the 
configuration. A move will consist of a random choice of one 
vertex in the configuration and a random choice of one 
coordinate of that vertex. The value in that position is changed 
and the cost function is recalculated. Whether or not the move is 
accepted depends in part on when in the search the move is 
made.
    If the cost function goes down the move is always accepted. If 
the cost function goes up or stays the same, the move is accepted 
with a certain probability which changes as the search proceeds. 
At the beginning, for a certain number of iterations (the cooling 
rate) this probability is high, but as the search continues the 



Simulated Annealing
probability of acceptance decreases. A run of the search is 
finished when either the cost function becomes zero (that is, the 
configuration has become a dominating set) or the probability of 
acceptance of the cost rising moves has been reduced to zero. 

     When a dominating set is obtained, the whole process is 
repeated with a configuration of smaller size. If the process does 
not find a dominating set for a given configuration size for 
several runs, the previously found dominating set is considered to 
be the best result for the method.

     This method has found the current upper bounds of σ(6,3) ≤ 
63, σ(7,3) ≤ 186, σ(8,3) ≤ 486, σ(9,2) = 62 and σ(10,2) ≤ 120. 



Tabu Search
For Tabu Search a configuration may be a dominating set and the 
cost function in this case is the size of the configuration. However 
this need not be the case.

In a Tabu Search, the move is to the configuration of least cost 
amongst those that can be moved to (with a mechanism for 
breaking ties). This is just the Greedy Algorithm, however, in a 
Tabu search a short list of the most recently visited configurations 
is kept, and one is not allowed to return to a configuration while it 
is on the list. The length of this list (called the Tabu tenure) is a 
parameter that is generally set by experimentation. 



Tabu Search
A Tabu Search for a minimum dominating set in a graph 
G = (V,E) using non-dominating sets can be set up as follows:

    Let the search space S be the set of all subsets of V. If  dom(X) 
is the set of vertices dominated by the subset X, then the cost of X 
is given by  |X| + |V\ dom(X)|.

     A move is defined to be either the addition or removal of a 
vertex from a subset X. Tabu tenures between 5 and 8 seem to 
work well.

     According to G. Royle and R. Davies (1995), obtaining
σ(6,3) ≤ 73 took only a few hundred thousand iterations compared 
to several million iterations for simulated annealing. σ(7,3) ≤ 186 
took several million iterations.



Genetic Algorithm
A genetic algorithm for searching can be set up as follows:

A population is constructed whose members (called 
chromosomes) are dominating sets for the graph. The cost of 
each chromosome (called fitness) is the size of the dominating set 
(or a function of the size). Chromosomes in the population are 
then paired and a certain percentage of the “genes” in the pair are 
swapped (crossover), producing two new chromosomes. The 
fitness of all the chromosomes (old and new) is calculated, and a 
new population, equal in size to the original is constructed from 
these chromosomes in accordance with the percentage of overall 
fitness. This process is then repeated until some stopping criteria 
is met. 



Genetic Algorithm
Chromosomes:

     A chromosome is a vector of length equal to the number of 
vertices in the graph. An entry b in position i means that vertex b 
dominates vertex i in the graph.

For example, in this graph

   1            2                     3             4

5 6

(5,5,6,4,2,4) is a chromosome with fitness 4, while
(5,5,6,6,5,6) is a chromosome with fitness 2.
But, (5,5,5,6,6,6) is not a chromosome since 5 doesn't dominate 3.



Genetic Algorithm
Crossover

The chromosomes in the population are paired. For each pair, a 
fixed percentage (the crossover rate) of the coordinate positions 
are randomly selected. The entries in these positions are then 
swapped, giving two new chromosomes.

Example: Suppose (1,2,3,4,5) and (2,2,5,4,4) are paired. With a 
25% crossover rate, we proceed as follows: For each coordinate 
position, generate a random integer from 1-100. If it is 25 or 
less, swap the entries in that position. If 10,20,61,83,17 are our 
random numbers, we would get 
             (2,2,3,4,4) and (1,2,5,4,5).



Genetic Algorithm
Fitness

    The natural fitness (cost) function for this problem is the 
number of distinct elements in a chromosome. A more robust 
function might push the population faster towards an optimal one. 
For instance, using a quadratic fitness function which weighs a 
drop in fitness higher for lower numbers (i.e., a drop from 5 to 4 
should weigh more heavily than a drop from 9 to 8) will probably 
propel the population in the desired direction. 



Genetic Algorithm
Stopping Criteria

   The usual stopping criteria is to let the algorithm run for a fixed 
number of generations.
   Sometimes populations can become completely homogeneous 
(that is, the entire population is a single chromosome repeated 
over and over). The algorithm should also be stopped if 
homogeneity is reached (since nothing new can come of this).
   Throughout the procedure, the best individual chromosome is 
stored (whether or not it is in the current population). When 
homogeneity is achieved, we can sometimes revitalize the 
population by adding this individual.



Mixed Type Forecasts
  It is sometimes desirable to permit different numbers of 
outcomes for different matches in a forecast.
   The most frequently occurring situations have some games with 
3 outcomes and the rest with just 2.

   This situation can be modeled with the graphs
                                 F

a,b
 = (Z

3
)a × (Z

2
)b.

   These graphs have been studied extensively (but mostly by the 
wagering community). 

   We will denote the domination number of F
a,b

 by
                                      σ

3,2
 (a,b)



Example (Cont.)
   One Saturday, two of the Louisville senior boys soccer teams 
were to play in two inter-league games, while the remaining 4 
teams had their regular matches. In inter-league play, there are no 
ties (sudden death overtime play).

    There are now 3222 = 36 possible outcomes. How would you 
adjust your wagers in the fusball pool?

       You will now need to invest $6 since
                         σ

3,2
(2,2) = 6.



σ
3,2

(2,2) = 6

           F
2,2

 = Z
3

2 × Z
2

2

(dotted lines indicate missing edge types)



Cayley Graphs

If we regard (Z
3
)a × (Z

2
)b as an additively written group G and put 

H = {±e
1
, ..., ±e

a
, e

a+1
, ..., e

a+b
}, where e

i
 is the element (vector) 

consisting of all 0's except for a 1 in the ith position,  then we see 
that F

a,b
 is actually just a Cayley graph of G with respect to H.

   Note that in this situation we have H = H-1, so we obtain a graph 
instead of a digraph.

   G has 3a2b vertices and |H| = 2a + b, so the Cayley graph would 
be regular of valency (degree) 2a + b.



F
1,2

 as a Cayley Graph
The 12 vertices of F

1,2
 are the triples (r,s,t) with r ∈ Z

3
, s,t ∈ Z

2
. 

                  H = {(1,0,0), (-1,0,0), (0,1,0), (0,0,1)}. 

(2,0,0)

 (2,1,0)

(0,0,0)

(0,1,0)

(1,0,0)

(1,1,0) (2,0,1)

 (2,1,1)

(0,0,1)

(0,1,1)

(1,0,1)

(1,1,1)

(±1,0,0) – horizontal edges,  (0,1,0) – vertical edges,  (0,0,1) – slant edges



Using Matrices
Finding dominating sets in graphs can be a very difficult thing to 
do. We will introduce a technique which is useful in the situation 
we are dealing with because it changes the problem into one 
which is easier to search for answers.

We will be using matrices and it will be useful to consider the 
elements of our group F

a,b
 as column vectors. Thus, without 

further notice, the element (s
1
,s

2
) in F

a,b
 which should be written 

as the column vector (s
1
,s

2
)⊤ will simply be written (although 

incorrectly) as:

 s1

s2 .



Coverings using Matrices
  Let A be a q×m matrix of rank q with entries from Z

3
 and B an r×n 

matrix of rank r with entries from Z
2
.

A set S ⊆ (Z
3
)q × (Z

2
)r is said to cover (Z

3
)q × (Z

2
)r using A and B if

ℤ3
q×ℤ2

r=

{ s1 pa i

s2 : s1

s2∈S , p∈ℤ3,1im} ∪ { s1

s2 pb i: s1

s2∈S , p∈ℤ2, 1in},

where a
i
 and b

i
 are the columns of A and B respectively, and 

s
1
⊤ ∈ Z

3
q, s

2
⊤ ∈ Z

2
r.



Example
In F

1,2
 consider the set S = {(0,0,0)⊤, (1,0,1)⊤, (2,1,1)⊤} and the 

1×1 matrix A = (1) and the 2×3 matrix

B=1 0 1
0 1 1.

The triples constructed are:

{0
0
0 ,1

0
0 ,2

0
0 ,1

0
1 , 2

0
1 ,0

0
1 ,2

1
1 ,0

1
1 ,1

1
1}

and

{0
0
0 ,0

1
0 ,0

0
1 ,0

1
1 ,1

0
1 ,1

1
1 ,1

0
0 ,1

1
0 , 2

1
1 ,2

0
1 ,2

1
0 ,2

0
0}

All elements of F
1,2

 appear (some more than once), so S covers F
1,2

 
using this A and B. 



Dominating Sets
Theorem: If S covers F

q,r
 using matrices A

q×m
 and B

r×n
  (with 

q ≤ m and r ≤ n ) then

W= {w1

w2 ∈ ℤ3
m×ℤ2

n : Aw1

Bw2 ∈ S}
is a dominating set of F

m,n
 of size 3m-q2n-r|S|.

Pf: For any (x
1
,x

2
)⊤ ∈ F

m,n
 the vector (Ax

1
,Bx

2
)⊤ will be in F

q,r
. 

Since S covers F
q,r

, there will be an (s
1
,s

2
) ∈ S so that either

A x1

B x2 =  s1p ai

s2  , p∈ℤ3, 1 im ,



Dominating Sets
Theorem: If S covers F

q,r
 using matrices A

q×m
 and B

r×n
  (with 

q ≤ m and r ≤ n ) then
W= {w1

w2 ∈ ℤ3
m×ℤ2

n : Aw 1

Bw 2 ∈ S}
is a dominating set of F

m,n
 of size 3m-q2n-r|S|.

A x1

B x2 =  s1

s2 pb i , p∈ℤ2, 1in.

Pf (cont.): or

In the first case, 

 s1

s2= A x1

B x2− p a i

0 = A x1

B x2− p A e i

0 =A x1− p e i
B x2 ∈S ,

where e
i
 is the m – standard basis vector (1 in the ith position and 

0's everywhere else).  



Dominating Sets
Theorem: If S covers F

q,r
 using matrices A

q×m
 and B

r×n
  (with 

q ≤ m and r ≤ n ) then
W= {w1

w2 ∈ ℤ3
m×ℤ2

n : Aw 1

Bw 2 ∈ S}
is a dominating set of F

m,n
 of size 3m-q2n-r|S|.

Pf (cont.): Thus,

 x1−p e i

x2 = x1

x2− p e i

0 ∈W

which shows that (x
1
,x

2
) ∈ F

m,n
 is dominated by an element of W. 

The second case is similar, showing that W is a dominating set of 
F

m,n
. 

    By counting the number of (y
1
, y

2
) such that (Ay

1
,By

2
) = (0,0) 

permits us to determine the size of W. 



Example
We have seen that  F

1,2
 is covered by the set S = {(0,0,0), (1,0,1), 

(2,1,1)} using  the 1×1 matrix A = (1) and the 2×3 matrix

B=1 0 1
0 1 1.

By the theorem, the six 4-tuples: {(0,0,0,0), (0,1,1,1), (1,1,0,1), 
(1,0,1,0), (2,0,0,1), (2,1,1,0)} dominate F

1,3
.

For instance, (2,0,0,1) and (2,1,1,0) are in the set since A(2) = 2 and 

B0
0
1 = B1

1
0 = 1

1 .



Using the Theorem
    First of all we need to note that not all dominating sets need be 
of this form, so there is no guarantee that this method will find the 
smallest dominating set. 
     The theorem says, essentially, that a cover using matrices of a 
smaller graph can be “blown up” to a dominating set of a larger 
graph. Thus, to find dominating sets of a given graph, we need to 
find covers of a smaller graph. 
     If S is a cover of F

q,r
 by matrices A and B, we can view S as a 

dominating set in the Cayley graph whose vertices are the elements 
of the group (Z

3
)a × (Z

2
)b  and where 

                        H = H-1 = {±a
1
, ..., ±a

m
, b

1
, ..., b

n
}. 

Since q ≤ m and r ≤ n, there are more edges in this graph than in 
the graph F

q,r
. 



Using the Theorem

The algorithm is then to select matrices A and B of the 
appropriate sizes, form this Cayley graph and then use tabu 
search to find a dominating set in this Cayley graph. Any 
dominating set that is found can be “blown up” by the theorem to 
a dominating set of the larger graph. 
    The benefit of this method is that the tabu search is being 
carried out on a smaller, denser graph and this makes it more 
likely that the search will be successful.

    In the table that follows, the yellow entries were found by this 
method. Red values were found by this method and also by a 
different tabu search. 



Best Upper Bounds for σ
3,2

(a,b)
  a/b 1 2 3 4 5 6 7 8 9 10 11 12

1 2. 3. 6. 8. 16. 24. 48 84 160 284 548 1024
2 4. 6. 12. 20. 36 64 124 232 408 768 1504
3 9. 16. 24. 48 92 171 312 576 1080 2016
4 18. 36 72 128 238 432 864 1296 2592
5 54 96 168 324 639 1188 1944 3888

6 132 252 468 864 1620 2916 5832

7 333 648 1296 2304 4374 8586

8 972 1728 3456 6480 12879

9 2592 4860 9639 17496

10 7047 13122 25192

11 18894 37788

12 52488
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